The Monad.Reader Issue 10
by Matthew Naylor hmfn@cs.york.ac.uki
and Bernie Pope hbjpop@csse.unimelb.edu.aui
April 8, 2008

Wouter Swierstra, editor.

Contents
Wouter Swierstra
Editorial

3

Bernie Pope
Step inside the GHCi debugger

5

Matthew Naylor
Evaluating Haskell in Haskell

2

25

Editorial
by Wouter Swierstra hwss@cs.nott.ac.uki

The barbarians are at the gates. Hordes of Java programmers are being exposed
to generics and delegates; hundreds of packages have been uploaded to Hackage;
the Haskell IRC channel has nearly hit 500 users; and it’s only a matter of time
before Microsoft seals that multi-billion dollar bid for Hayoo.
The time has come to retreat and climb higher into our ivory tower: we need
to design a language that is so devious, so confusing, and so bizarre, it will take
donkey’s years for mainstream languages to catch up. Agda, Coq, and Epigram are
some approximation of what functional programming might become, but why stop
there? I want strict data, lazy codata, quotient types, and a wackier underlying
type theory.
Until then, however, we’ll have to make do with what we’ve got. And what we’ve
got at the moment just got a little bit better. In this issue, Bernie Pope gives a
tutorial on the new GHC debugger and Matthew Naylor shows how to interpret
Haskell in Haskell. I hope you all enjoy the tenth issue of The Monad.Reader.
Happy hacking!

Step inside the GHCi debugger
by Bernie Pope hbjpop@csse.unimelb.edu.aui

Major releases of GHC are highly anticipated events, especially because of all the
exciting new features they bring. The 6.8 series was a particularly impressive
example, that came with lots of goodies, including a shiny new debugger. In this
article we take the debugger out for a test run, and see what it can do.

Introduction
Anyone who follows the Haskell mailing lists for long enough knows that certain
topics are recurrent. A prominent example is debugging tools, and the apparent
lack thereof. See the thread entitled “modern language design, stone age tools” [1],
for a memorable lamentation on the matter.
Conventional wisdom says that lazy evaluation makes it difficult to apply traditional procedural debugging techniques to Haskell. Therefore, substantial effort
has been spent on researching more suitable approaches; a key outcome of this
work is Hat, the Haskell Tracer [2]. Hat provides several powerful tools, covering
different kinds of debugging styles, but it comes with a large performance cost, and
is not particularly well integrated with the predominant programming environment
(GHC), thus hampering its usability.
Recently GHC gained its own debugging tool, that was released with version
6.8.1 of the compiler. The debugger is less sophisticated than Hat, but it makes
up for that by being lightweight and tightly integrated with GHCi. The design
of the debugger has been directed by a “keep it simple” philosophy, which has
helped to keep development costs in check. An important consequence of this
pragmatism is the use of conventional procedural technology: breakpoints, and
execution stepping. While it is true that lazy evaluation does cause problems
for this approach, some steps have been taken to resolve them. In particular,
the debugger supports printing of partially evaluated terms, and the user can
selectively force evaluation of suspended sub-terms from the command line.
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In this article we will take a short tour of the main features of the debugger, and
hopefully encourage you to try it out on your own code. As with any programming
tool, there are lots of little details that have to be learned by the user, however
we make no attempt to be exhaustive. Please consult the GHC User’s Guide [3]
for a more comprehensive reference. If you are interested in implementation issues
please see the paper from the 2007 Haskell Workshop [4].

Getting started
To get started you need a recent version of GHC; anything from 6.8.1 onwards
will do. The examples in this article have been tested with 6.8.2, that is the latest
stable release at the time of writing. The debugger is built into GHCiand it is
always enabled. You simply start GHCi like normal and you are ready to go. In
the rest of the article, interaction with GHCi is indicated like so:
*Main> putStrLn "Hello World"
Hello World
The prompt is indicated by *Main>, and text entered by the user is set in italics
to distinguish it from interpreter output. GHCi commands can be abbreviated to
a unique prefix, but here they are written in full for the sake of clarity.
One proviso is that, whilst GHCi supports two compilation modes – byte code
and object code – breakpoints are only supported in byte code. This makes object
code invisible in the debugger (but it is otherwise fully functional). Thus, breakpoints cannot be set inside libraries (packages), because they are always compiled
to object code. In practice, this feature can be useful because it allows us to selectively turn off debugging for certain “trusted” modules. This helps us focus on
the suspicious code, and improves performance as object code is roughly ten times
faster than byte code.
The debugging examples in this article are based on the small program in Figure 1. It reads a dictionary of computer terms in HTML format, and searches for
the definition of an input term. The dictionary data comes from the Dictionary of
Computer Terms [5], which can be downloaded as one large HTML file [6]. The
program assumes that the dictionary is saved in a file called Dictionary.html.
The HTML is parsed into a list of tags using the TagSoup package [7], which can
be obtained from hackageDB [8]. The (rather naive) search algorithm has two
parts. First, it scans the list of tags for the first occurrence of text which matches
the search term. Second, it scans the remaining list for the next item of text. If
found, the second piece of text is assumed to be the definition of the term. Despite the simplicity of the code, it works correctly in many cases. For example, it
returns the expected output on inputs such as C++ and Fortran. However, it is
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module Main where
import Text.HTML.TagSoup
import Maybe
dict = "Dictionary.html"
main = do
putStr "Enter a term to search for: "
term <- getLine
html <- readFile dict
let soup = parseTags html
putStrLn $ display $ searchTerm term soup
searchTerm :: String -> [Tag] -> Maybe String
searchTerm term (TagText text : rest)
| term == text = searchDef rest
| otherwise = searchTerm term rest
searchTerm term (_ : rest) = searchTerm term rest
searchTerm term [] = Nothing
searchDef
searchDef
searchDef
searchDef

:: [Tag] -> Maybe String
(TagText def : _) = Just def
(tag : rest) = searchDef rest
[] = Nothing

display :: Maybe String -> String
display = maybe "No match found." id
Listing 1: A program that searches for the definition of a term in a HTML dictionary.
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not without fault. Searching for the definition of C (the programming language)
returns D, which is not supposed to happen – we will use the debugger to look
into this later in the next section. To be fair, it is not the most exciting bug in
the world, but it does allow us to show off some of the debugger’s functionality
without getting bogged down in details.

Breakpoints and single stepping
We can step through a computation, one expression at at time, using the :step
command:
*Main> :step main
The :step command has two modes of operation. In one mode – demonstrated
here – it takes an expression as an argument. The expression is used to start
a new computation with single stepping activated. In the other mode – which
we shall see shortly – it takes no arguments, and continues single stepping from
a breakpoint within an existing computation. As you would expect with single
stepping, evaluation stops as soon as it reaches an expression which is associated
with a breakpoint (regardless of whether the breakpoint is activated or not).
In our example, the first encountered breakpoint expression is the body of
main. When the computation stops at a breakpoint, control returns to the GHCi
command-line, which is indicated like so:
Stopped at Main.hs:(7,7)-(12,43)
_result :: IO () = _
[Main.hs:(7,7)-(12,43)] *Main>
Note that the prompt has changed to indicate that we are now inside a debugging
session. The location of a breakpoint expression is indicated using its source code
span. In this case, the body of main spans the coordinates (7,7)-(12,43) in the
file Main.hs. Coordinates are written as line-column pairs.
The source code of the current breakpoint expression can be printed using the
:list command.
[Main.hs:(7,7)-(12,43)] *Main> :list
7 main = do
8
putStr "Enter a term to search for: "
9
term <- getLine
10
html <- readFile dict
11
let soup = parseTags html
12
putStrLn $ display $ searchTerm term soup
13
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The breakpoint expression is highlighted (using an underline in this article), and
shown within a few lines of context.
Manually listing the code for every new breakpoint can become tedious. Fortunately, GHCi can automatically execute commands on our behalf whenever a
breakpoint is reached, using the stop setting:
[Main.hs:(7,7)-(12,43)] *Main> :set stop :list
This instructs GHCi to execute :list whenever execution stops at a breakpoint
(some people like to put this setting in their GHCi configuration file). Of course
other actions are possible by changing the setting appropriately. The effect of the
new stop setting can be seen when we take another step in the execution:
[Main.hs:(7,7)-(12,43)] *Main> :step
Stopped at Main.hs:8:3-39
_result :: IO () = _
7 main = do
8
putStr "Enter a term to search for: "
9
term <- getLine
Now the code of the breakpoint is automatically listed, which happens to be the
first statement of the do-block in the body of main. Unlike the previous invocation,
:step was not given any arguments in this instance, hence execution continued
from the last breakpoint.
Most debuggers for imperative languages allow the user to choose between stepping into function calls, and stepping over them. It is not so easy to step over a
function call in a lazy language because function calls are not always evaluated in
a depth-first fashion. Consequently, the debugger does not provide this functionality. However, restricted versions of the :step command are available, which can
limit the visited expressions to a module or a top-level declaration (:stepmodule
and :steplocal).
By now you have probably noticed the appearance of the following line at each
of the breakpoints:
_result :: IO () = _
This is a fresh variable (conjured up by GHCi) that is bound to the value of the
current breakpoint expression. The type of the variable is displayed along with its
value. In this particular case _result has type IO (). Values which have not yet
been computed (called thunks) are printed as underscores, as is the case above.
As we shall see shortly, the free variables of the current breakpoint expression are
also bound at the debugging prompt, and they are displayed in a similar fashion.
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One of the most useful aspects of the debugger is that the prompt provides the
full power of GHCi. At each breakpoint the _result of the expression and its free
variables are in scope. Having the debugger integrated into the interpreter means
that we can manipulate those intermediate values as first-class citizens. That is to
say, we can not only print those values, but we can compute with them too! For
example, _result is currently bound to an IO action, and although it cannot be
printed as a term (because it is abstract), we can run the action and observe its
effect simply by evaluating it:
[Main.hs:8:3-39] *Main> _result
Enter a term to search for:
The ability to compute with intermediate values provides a powerful mechanism
for observation. We can issue customised commands for inspecting values, using
the full expressiveness of Haskell. This is especially useful for large and/or complex
structures which are too unwieldy to print in entirety. It is also worth noting that
when the values bound at the prompt are functions, they can be called in the
normal way, allowing us to observe their behaviour on whatever arguments we
choose.
An interesting feature of the debugger is that it supports nested breakpoints.
This is necessary because we can evaluate arbitrary expressions at the debugging
prompt, including ones which themselves have breakpoints. For example, from the
current breakpoint we can start single stepping in a different expression:
[Main.hs:8:3-39] *Main> :step display (Just "foo")
Stopped at Main.hs:27:10-35
_result :: Maybe String -> [Char] = _
26 display :: Maybe String -> String
27 display = maybe "No match found." id
28
... [Main.hs:27:10-35] *Main>
The ellipsis in the new prompt indicates that we have stopped at a nested breakpoint, and the previous breakpoint is now pending. An arbitrary number of nestings is supported, and GHCi keeps a stack of pending computations. When the top
computation on the stack is completed, the next one down is resumed. Obviously
it can become difficult to keep track of the stack of computations in your head,
therefore GHCi provides a command for printing it out:
... [Main.hs:27:10-35] *Main> :show context
--> main
Stopped at Main.hs:8:3-39
--> display (Just "foo")
Stopped at Main.hs:27:10-35
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The current debugging computation can be discarded using the :abandon command:
... [Main.hs:27:10-35] *Main> :abandon
[Main.hs:8:3-39] *Main>
Notice the prompt indicates we have returned to the earlier breakpoint, and no
more breakpoints are pending. Abandoning from this point discards the whole
debugging session and take us back to the normal GHCi prompt:
[Main.hs:8:3-39] *Main> :abandon
*Main>
For any sizable computation, single stepping is only going to get us so far, and
we need to be able to take leaps as well. As would be expected, the debugger allows
us to toggle breakpoints at specific program locations, and continue execution until
an active breakpoint is encountered. The :break command activates breakpoints,
providing a number of ways to refer to program locations, such as function names,
line numbers, and source spans. One line of code can contain multiple breakpoint
expressions, so we have to be careful how the locations are specified. The rules for
picking an appropriate breakpoint location are somewhat intricate; see the section
on setting breakpoints in the User’s Guide for a thorough treatment.
As noted earlier, there is a bug in the example program which is triggered when
we try to search for the definition of the term C. It returns the string D, when we
expect to see a definition of the C programming language.
To diagnose the bug we want to find out what happens just after the text tag
containing C is found in the list of HTML tags. Therefore, a good place to set a
breakpoint is on line 16, on the expression ‘searchDef rest’. At this point we
know the term has been found, and we can try to determine what goes wrong in
the search for the definition:
*Main> :break 16 20
Breakpoint 0 activated at Main.hs:16:20-33
In this case it is necessary to specify both the line number and the column number
of the expression, because there is another breakpoint expression on the same line:
the left-hand-side of the guarded equation. If we were to specify the line number
alone, GHCi would choose the leftmost subexpression that begins and ends on
that line, which is not the one we want. Therefore, the column number is needed
to disambiguate. We have chosen the starting column of the expression, but any
column inside its span will do.
Now we can run the program and wait for the breakpoint. There are no special
commands to invoke, we just do it in the normal way:
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*Main> main
The program behaves as usual, and we are prompted for input:
Enter a term to search for: C
The breakpoint is reached after a few moments:
Stopped at Main.hs:16:20-33
_result :: Maybe String = _
rest :: [Tag] = _
15 searchTerm term (TagText text : rest)
16
| term == text = searchDef rest
17
| otherwise = searchTerm term rest
Note that, in addition to _result, the variable rest is bound at the prompt,
because it is free in the current breakpoint expression.
At this point we know that the search term has been located; from the behaviour
of the program, we know that the wrong definition is eventually returned. To help
us understand the cause of the problem, we want to know what tags appear just
after the search term, up until the erroneous definition is found (the next TagText
token). We could print out the value of rest, but as a precaution, we first check
its length:
[Main.hs:16:20-33] *Main> length rest
302250
Clearly it is far too big to print the whole list. However, we only really want to
view a prefix of the list, up until the next TagText. We can find out exactly how
big that prefix is:
[Main.hs:16:20-33] *Main> length (fst (break (~== TagText "") rest))
6
This expression splits rest into two parts – (1) everything before the first TagText
token, and (2) everything else – and it returns the length of the first part. It uses
the partial match operator ~== from the TagSoup library, along with fst, break
and length from the Prelude. Fortunately the prefix is short enough to print:
[Main.hs:16:20-33] *Main> take 7 rest
[TagClose "a",TagClose "span",TagClose "dt",TagOpen "dt" [],
TagOpen "span" [("class","sect1")],TagOpen "a" [("href","#d")],
TagText "D"]
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Obviously we are looking in the wrong place in the dictionary for the definition
of the C programming language. A quick search for "#d" in the original HTML
file reveals the cause of the problem: TagText "C" first appears in the file in
the alphabetic index of terms near the beginning. No wonder the next TagText
corresponds to D. The bug stems from an incorrect initial assumption about the
structure of the HTML file. We can fix the bug in a number of ways, for example,
by providing a more specific set of tags in the pattern match of searchTerm.
However, the appropriate fix is something of a moot point in the context of this
article, and we will leave it open for debate.
Normally the bug would not be found so easily, and it is likely that we will have
multiple active breakpoints. The computation at the current breakpoint can be
resumed using :continue, and as expected, execution continues until the next activated breakpoint is encountered or the computation ends. The current collection
of activated breakpoints can be displayed using :show breaks, and breakpoints
can be deactivated using :delete.
Before this section concludes, there is one last issue to discuss, relating to the
variables that are bound at a breakpoint. Notice in the previous breakpoint, that
the variable rest was bound at the prompt, but, perhaps unexpectedly, the local
variables term and text were not bound. Attaching the set of all in-scope variables
to a breakpoint seems like a useful thing for the debugger to do, but it introduces
unfortunate performance penalties (see Section 4.3 of [4] for details). However,
attaching only the free variables of the breakpoint expression avoids these costs,
so this is what the debugger does. In some cases we really need to see the values
of other bound variables, besides the free ones, to understand what is happening.
Thankfully there is a simple hack to work around the problem. We can fake the
necessary free variables using const. For example, here is a modified version of
line 16 of the example program that includes term and text as free variables in
the right-hand-side expression:

| term == text = const (searchDef rest) (term, text)

This modification does not change the behaviour of the program in any significant
way because const returns its first argument as its result, discarding its second
argument altogether; lazy evaluation ensures that no extra work is done. An
optimising compiler could easily undo the ruse by inlining the definition of const,
but happily GHCi does not. Having to manually modify the program source code
for this purpose is fairly distasteful, and hopefully a more palatable solution will
emerge in future versions of the debugger.
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Printing values and forcing evaluation
Due to lazy evaluation, it is quite often the case that the variables bound at
breakpoints are thunks, or are only partially evaluated. This is particularly so
for _result, which is normally bound to a yet-to-be-evaluated expression. In the
example above, when we wanted to print the value of something, we just evaluated
a Haskell expression containing the appropriate variable. However, this can have
undesirable consequences:
I It could raise an exception or cause an unwanted side-effect.
I It might require a lot of unnecessary computation.
I It might trigger nested breakpoints (which can be confusing if you aren’t
expecting them).
I It will probably change the order in which things are evaluated, which may
not always be desirable.
To avoid these potential problems, the debugger provides the :print command
that conserves the state of evaluation of its argument. For example, suppose we
were at the last breakpoint in the example above, and we wanted to observe the
value of rest. Initially it is a thunk, and if we ask :print to display its value, we
get this output:
[Main.hs:16:20-33] *Main> :print rest
rest = (_t1::[Tag])
The output is fairly uninformative at the moment because rest is unevaluated, but
crucially it shows the term’s current state of evaluation without forcing it further.
An important side-effect of :print is that it binds any thunks in the printed term
to fresh variables, which enables us to refer them as separate entities. In this case
_t1 is bound to the one and only thunk, though it is admittedly a boring example
because it is just an alias for rest – more interesting examples follow.
We will often want to selectively evaluate some thunks in order to make sense
of the term being printed. This can be done using the seq primitive function:
[Main.hs:16:20-33] *Main> seq _t1 ()
()
Operationally, seq forces the evaluation of its first argument to weak head normal
form (WHNF) before returning its second argument.1 Here we are only interested in the evaluation side-effect of seq, so the value of the second argument is
immaterial, and () plays the role of placeholder perfectly.
1

Informally, a term is in WHNF if it is: a manifest function, a partial application, a saturated
application of a data constructor, a nullary constructor, or a primitive value. The arguments
of applications and the bodies of functions do not have to be in WHNF themselves.
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The use of seq to evaluate parts of a term is sufficiently common to warrant
its own command. GHCi does not provide such a command, but we can define it
ourselves using :def macro facility:
:def seq (\arg -> return ("seq (" ++ arg ++ ") ()"))
(It is a good idea to put this definition in your GHCi configuration file.) This
defines a new command called :seq (you can call it what you want), that takes an
argument string arg, and executes ‘seq (arg) ()’. The parentheses around arg
ensure syntactic correctness in case arg is a compound term. The use of return
in the definition is needed because :def requires an IO function.
Printing rest again reveals that it is now slightly more evaluated:
[Main.hs:16:20-33] *Main> :print rest
rest = TagClose (_t2::String) : (_t3::[Tag])
Now we have an application of the list constructor to two arguments. The head
element of the list is an application of TagClose to a thunk of type String. The
tail of the list is a thunk of type [Tag]. The newly uncovered thunks are bound
to fresh variables, allowing us to continue selectively evaluating parts of the term,
like so:
[Main.hs:16:20-33] *Main> :seq _t2
()
[Main.hs:16:20-33] *Main> :print rest
rest = TagClose (’a’ : (_t4::[Char])) : (_t5::[Tag])
As you can see, the presence of variables in the output can often inhibit readability,
so a simpler alternative is provided by :sprint, which just prints underscores in
the place of thunks:
[Main.hs:16:20-33] *Main> :sprint rest
rest = TagClose _ : _
Normally :print uses basic Haskell syntax to display terms. It can also be
configured to use the Show instance for the type of the term – if one is available, and
the term is fully evaluated – with the command :set -fprint-evld-with-show.
[Main.hs:16:20-33] *Main> :seq _t4
()
[Main.hs:16:20-33] *Main> :print rest
rest = TagClose [’a’] : (_t6::[Tag])
[Main.hs:16:20-33] *Main> :set -fprint-evld-with-show
[Main.hs:16:20-33] *Main> :print rest
rest = TagClose "a" : (_t7::[Tag])
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Notice that after the setting was made, the string argument of the TagClose
constructor was printed as "a", using the Show instance for String, whereas it
was previously printed as [’a’].
Sometimes we just want to print the final value of a term, without having to seq
all the thunks manually. There is a danger of triggering new breakpoints if we just
evaluate the term at the command line, which can be quite irritating. Therefore
the debugger provides the :force command, that evaluates a term completely,
and prints it out, but with all breakpoints temporarily disabled. Some care needs
to be taken with :force, because it might cause a lot of computation to happen,
and may even result in divergence.

History tracing and exceptions
Two of the more difficult to diagnose bugs in Haskell programs are unhandled
exceptions (such as the ubiquitous pattern-match-failure bugbear), and infinite
loops. Programmers using strict languages are accustomed to finding such bugs
using stack traces, but such a feature is difficult to implement in a lazy language.
In fact there are two kinds of stack traces that one might want in a lazy language:
one based on the dynamic stack, which shows the current evaluation context, and
another one based on a reconstructed lexical call stack, which reflects the dependencies of the source code. Neither of these kinds of trace is currently available in
the debugger, although the developers are ruminating on some ideas at the moment. However, a basic kind of tracing facility is provided which is intended to
provide some insight into these kinds of problems. When tracing is turned on, the
debugger keeps a list of the N most recently visited breakpoint locations.2 This
list can be inspected at a breakpoint, thus providing information about what the
program was doing just prior to when it stopped.
We will consider a simple example of tracing by introducing an infinite loop
into the example program. Suppose that we inadvertently modified line 18 of the
program from:
searchTerm term (_ : rest) = searchTerm term rest
to:
searchTerm term rest = searchTerm term rest
Clearly searchTerm will diverge if this equation is ever evaluated.
To diagnose this kind of bug we must be able to make an educated guess about
when the program has entered the infinite loop. We can then turn the loop into an
2

N is fixed at fifty at the moment, though it probably should be configurable.
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exception by sending an interrupt signal to the program (Control-C on Unix) at an
appropriate time. The debugger can stop on exceptions as if it had encountered
an ordinary breakpoint, which allows us to inspect the trace to find out what
the program was doing just before it was interrupted. The -fbreak-on-error
flag tells GHCi to stop on a fabricated breakpoint when an uncaught exception is
raised:
*Main> :set -fbreak-on-error
There is also a related flag called -fbreak-on-exception that causes execution
to stop on a breakpoint whenever an exception is raised, regardless of whether it
is eventually caught by the program.
Tracing imposes a significant runtime penalty, and so it is turned off by default.
It is turned on by the :trace command, which is bimodal in the same way as
:step – you can either start tracing a new computation, or you can begin tracing
from within an existing one. In this example we will run the program from the
beginning with tracing turned on:
*Main> :trace main
The program behaves as normal and we are asked to enter input:
Enter a term to search for: C
From here on the computation grinds away, and at some point we suspect a loop
has been entered, so we interrupt the program by hitting Control-C:
^C
Stopped at <exception thrown>
_exception :: e = GHC.IOBase.DynException
(Data.Dynamic.Dynamic _
ghc-6.8.2:Panic.Interrupted)
[<exception thrown>] *Main>
Now the computation has stopped at an exception breakpoint and control has
returned to the GHCi command line. Notice that the breakpoint is slightly different
from a normal one:
I It does not have a source code location because the exception corresponds
to an event rather than a particular expression in the program.
I A special variable called _exception is introduced which is bound to the
value of the exception, allowing us to see which particular exception was
thrown.
We can get an overview of the trace using the :history command:
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[<exception thrown>] *Main> :history
-1 : searchTerm (Main.hs:18:23-42)
-2 : searchTerm (Main.hs:(15,0)-(19,27))
-3 : searchTerm (Main.hs:18:23-42)
-4 : searchTerm (Main.hs:(15,0)-(19,27))
-5 : searchTerm (Main.hs:18:23-42)
...
For the sake of the article, the output above is truncated at five entries, but in
practice it shows the twenty most recent trace locations. The exact number of
entries to be viewed can be specified as an argument to :history, and currently
up to fifty are recorded.
Notice that the trace entries are numbered from -1 backwards. The idea is
that -1 indicates the breakpoint just prior to the current one, and -2 is the one
before that, and so on. Each entry in the trace records all the information of the
corresponding breakpoint, including bound variables, and we can traverse the list
of entries using the :back and :forward commands. For example, taking two
steps back and one forward brings us to entry number -1:
[<exception thrown>] *Main> :back
Logged breakpoint at Main.hs:18:23-42
_result :: Maybe String
rest :: [Tag]
term :: String
[-1: Main.hs:18:23-42] *Main> :back
Logged breakpoint at Main.hs:(15,0)-(19,27)
_result :: Maybe String
[-2: Main.hs:(15,0)-(19,27)] *Main> :forward
Logged breakpoint at Main.hs:18:23-42
_result :: Maybe String
rest :: [Tag]
term :: String
[-1: Main.hs:18:23-42] *Main>
We can print out the values of the bound variables, which can provide useful
information about why the exception (or loop) is occurring:
[-1: Main.hs:18:23-42] *Main> :print rest
rest = TagOpen (’h’ : (_t1::[Char])) (_t2::[Attribute]) :
(_t3::[Tag])
For a simple example like this one it is not too hard to spot the loop in the trace,
but real bugs can require a lot more investigative work. A common problem is that
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the trace gets polluted by noise, because many innocent functions are called near
the point of exception. A classic example is when combinator functions are used,
such as those in a custom state monad. Generally the combinator functions are
small and easy to verify for correctness, but they used to glue more complex parts
of the program together. The trace can easily be awash with breakpoints for the
combinator functions because they are called frequently. A useful workaround for
this situation is to compile the module containing the combinators to object code.
That way, no breakpoints are generated for the combinators, thus removing their
entries in the trace. Of course this presupposes that the combinators are found in
a separate module, and so some refactoring might be needed in practice.

Runtime type inference
So far we have shown the operation of the debugger in a fairly good light, but there
is one thorny issue that needs to be discussed. As noted earlier, variables which
are bound at a breakpoint have type information associated with them, but where
does that information come from? As it happens, GHCi does not attach detailed
source-level type information to terms at runtime. Therefore, type information
has to be reconstructed from two sources:
1. The internal representation of a term.
2. The static type environment which results from typechecking the program.
The reconstruction of a term’s type is called runtime type inference (RTTI). The
possibility of thunks inside a term means that sometimes only partial type information can be gleaned from the representation alone. Also, terms can appear in
polymorphic contexts – such as the arguments to polymorphic functions – which
means that types inferred from the environment are not always concrete. A consequence of these limitations is that, in some circumstances, RTTI is unable to
determine the most specific type for a term.
For a contrived example, suppose we have the two-tuple swap function defined
in a file called F.hs:
swap :: (a, b) -> (b, a)
swap (x, y) = (y, x)
We can take two steps in the execution of a call to swap like so:
*Main> :step swap (not True, not False)
Stopped at F.hs:2:0-19
_result :: (b, a) = _
[F.hs:2:0-19] *Main> :step
Stopped at F.hs:2:14-19
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_result :: (b, a) = _
x :: a = _
y :: b = _
This takes us to a breakpoint corresponding to the body of swap. Notice that x
and y are bound to thunks, and that their types are variables. We happen to know
that x and y will evaluate to booleans, but RTTI is not privy to that information;
it just sees thunks (which provide no type information) used within a polymorphic
context.
We get an error if we try to evaluate one of those thunks at the command line:
[F.hs:2:14-19] *Main> x
<interactive>:1:0:
Ambiguous type variable ‘a’ in the constraint:
‘Show a’ arising from a use of ‘print’ at <interactive>:1:0
Cannot resolve unknown runtime types: a
Use :print or :force to determine these types
GHCi inserts a call to print in front of x as part of its standard way of evaluating
expressions. The print function calls show, and therefore the type of x must be
an instance of the Show class. However, the type of x is a variable, which is not an
instance of Show, hence the ambiguity in the type of the expression.
In general, inferred types become more specific as terms become more evaluated. Therefore, it often helps to seq a few thunks in a term to get better type
information:
[F.hs:2:14-19] *Main> :seq x
()
[F.hs:2:14-19] *Main> :type x
x :: Bool
[F.hs:2:14-19] *Main> x
False
Forcing the evaluation of x turns the thunk into a data constructor (False), which
provides enough information for RTTI to determine that the type of x is Bool.
A related problem occurs because of Haskell’s newtype construct. Recall that
newtype introduces a distinct type in the program, which has the same runtime
representation as an existing type. For example:
newtype Velocity = MkVelocity Double
This creates a new type called Velocity, with a constructor MkVelocity. Owing to
the semantics of newtype, the MkVelocity constructor is erased from the program
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at runtime, and thus the runtime representation of Velocity is the same as Double.
Obviously this has an effect on RTTI, because it uses the representation of terms as
a source of type information. When the static type environment provides no extra
information about a term, the debugger can infer the wrong type. For example it
might infer Double instead of Velocity.
We can use unsafeCoerce# to obtain the desired type in situations where we
know what the type of a term should be, but RTTI produces something which is
less specific or incorrect. For example, suppose that the RTTI had determined the
type of a variable v to be Double, but we know it should be Velocity. We can
coerce the type like so:
*Main> :set -fglasgow-exts
*Main> let v’ = GHC.Prim.unsafeCoerce# v :: Velocity
It is a bit tedious to type all this out, so it is useful to create a canned version using
GHCi’s :def facility – we leave this as an exercise for the enthusiastic reader. The
effect of the type conversion can be seen when we print out the values of v and v’:
*Main> v
3.2
*Main> v’
MkVelocity 3.2
It is anticipated that future versions of the debugger will include an improved
mechanism for determining the types of values bound at breakpoints, which avoids
some of the problems identified above.

Future work and conclusion
Hopefully by now you have a good idea about what the debugger is able to do, and
you might consider using it in the future. The implementation is still relatively
new, and there are many ways in which it could be extended. To a large extent,
new features will be directed by feedback from users; the more experience people
have with the tool, the better it will become.
Here is a non-exhaustive list of some ideas that might be developed in the future:
1. The debugger works with multi-threaded programs, but it isn’t particularly
targeted to the kinds of bugs that concurrency brings, such as race conditions.
It would be useful to have more control over thread scheduling, and also the
ability to look at the state of live threads, and perhaps even inspect their
stacks.
2. The debugger – and indeed GHC in general – provides a full featured API.
It is envisaged that other interfaces could be developed, and perhaps the
debugger can be integrated into existing IDEs.
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3. As noted above, stack tracing is a very desirable feature to have, but it
is not yet available. One possibility is to reuse some of the infrastructure
already provided by the runtime profiling system, but other options are also
possible, such as some kind of program transformation done in the early
stages of compilation.
4. Currently thunks are displayed as underscores, which provides no information
about their values. We can force their evaluation using seq, but this is not
always desirable. The runtime representation of byte-code-compiled thunks
does have source and free variable information attached to it, and work is
currently under way to make that information available to the user.
If you see the need for a particular feature in the debugger, don’t be afraid to
make a suggestion, and remember that GHC is open source, so contributions are
always welcome.
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Evaluating Haskell in Haskell
by Matthew Naylor hmfn@cs.york.ac.uki

There are several Haskell interpreters, such as Hugs and GHCi, but none (as far
I’m aware) are implemented in Haskell. For performance reasons, C appears to
be the implementation language of choice. This article presents a simple Haskell
interpreter – called the Haskell Haskell interpreter, or hhi for short – that is written in Haskell and that performs quite competitively with Hugs and GHCi. The
key idea is to inherit the graph reduction capabilities of the host Haskell implementation by compiling expressions to use a finite, fixed set of combinators, and then
implementing these combinators just as Haskell functions. The idea is an old one,
but I would like it not to be forgotten. I’ll give timing comparisons with Hugs and
GHCi on a handful of benchmark programs, and suggest a few avenues for future
exploration.

Core Language
A good way to start writing an interpreter for Haskell is to borrow the parser, type
checker and desugarer of an existing Haskell implementation. And a particularly
easy way to do this is to use Yhc [1]. Yhc can generate simple, untyped, core
Haskell files (called Yhc.Core files) that can be easily read and processed using the
Yhc.Core library [2].
However, although the syntax of Yhc.Core is very easy to understand, it is fairly
rich. For example, expressions can be variables, constructors, functions, literals,
applications, cases, lets, or lambdas. The annoying thing you realise when writing
an evaluator for Yhc.Core is that there are four separate constructs for binding
values to variables! Thankfully, using transformations such as let elimination and
Jansen’s encoding1 [5] (based on Berarducci and Bohm’s encoding [6]), Yhc.Core
can be reduced to an even simpler core language, which I’ll call hhi core, consisting
1

Bernie Pope points out that Stump [3] refers to this encoding as Scott’s encoding, crediting a
1963 lecture by Dana Scott [4].
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type Prog = [(FunId, Exp)]
type VarId = String
type FunId = String
data Exp =
|
|
|
|
|

Ap Exp Exp
Lambda VarId Exp
Fun FunId
Var VarId
Int Int
Lam (Exp -> Exp)

-- only used internally

Figure 1: The syntax of hhi core

data List a = Nil | Cons a (List a)
powerset xs =
case xs of
Nil -> Cons Nil Nil
Cons x xs -> let p = powerset xs in
p ++ map (Cons x) p

Figure 2: The powerset function in Yhc.Core (assuming suitable definitions of
map and ++)

Nil = \n -> \c -> n
Cons = \x -> \xs -> \n -> \c -> c x xs
powerset =
\xs -> xs (Cons Nil Nil)
(\x xs -> (\p -> p ++ map (Cons x) p) (powerset xs))
Figure 3: The powerset function in hhi core

26

Matthew Naylor: Evaluating Haskell in Haskell

of just 0-arity function definitions, variables, lambdas, applications and literals.
The syntax of hhi core is given formally in Figure 1. For simplicity, only integer
literals are supported, and not, for example, Float and Double).
Figures 2 and 3 illustrate the difference between a simple program, the powerset
function, in Yhc.Core and the same program in hhi core. For information about
how to translate the former function into the latter, the interested reader is invited
to download hhi, or to read Jan Martin Jansen’s paper about SAPL [5] and Simon Peyton Jones’s book [7] (which discusses let elimination amongst many other
transformations).

Interpreting hhi core
Even after Yhc.Core has been reduced to a simple lambda calculus with literals
and named expressions, there still remains the problem of writing an interpreter for
it in Haskell. The most obvious approach, perhaps, is to define it in classic Haskell
style, as a set of recursive equations that do case analysis on the expression to be
reduced. An interpreter implemented in this way is shown in Figure 4. Again, for
simplicity, only a handful of primitive functions over integers are supported.
Unfortunately, the interpreter in Figure 4 is rather inefficient for a number of
reasons, some trivial and some rather more serious:
I

It looks up a function definition in a list every time a function is called.

I

It uses an explicit substitution function that heavily traverses and deconstructs existing expressions, and reconstructs new ones. It is difficult to
make this critical function as efficient as it would be in a low-level language
like C.

I

It has a serious space leak, making it somewhat impractical. The problem is
that the subst function is lazy and may hold on to arguments even if they
are not referenced in the expression under substitution.

I

It’s non-strict, but not lazy! Lazy evaluation states that expressions are
evaluated at most once, yet when eval applies an argument to a lambda,
the argument is substituted, unevaluated, in the body of the lambda. If the
argument is referenced more than once, evaluation of an expression may be
repeated. It may seem trivial to fix this problem: just wrap the argument in
a call to eval. The problem with this is that when a value participates as
the argument in numerous beta reductions, then it becomes deeply wrapped
in calls to eval, which is inefficient.

The good news is that these efficiency problems can be solved with an implementation that is actually simpler than the one in Figure 4!
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interp :: Prog -> Exp
interp p = eval p main
where
main = fromJust (lookup "main" p)
eval :: Prog -> Exp -> Exp
eval p (Ap (Ap (Fun "ADD_W" a)) b) = arith2 p (+) a
eval p (Ap (Ap (Fun "SUB_W" a)) b) = arith2 p (-) a
eval p (Ap (Ap (Fun "EQ_W" a)) b) = logical2 p (==)
eval p (Ap (Ap (Fun "NE_W" a)) b) = logical2 p (/=)
eval p (Ap (Ap (Fun "LE_W" a)) b) = logical2 p (<=)
eval p (Ap f a) = eval p (subst v a b)
where
Lambda v b = eval p f
eval p (Fun f) = eval p (fromJust (lookup f p))
eval p e = e
subst
subst
subst
subst
subst

:: VarId -> Exp -> Exp -> Exp
v e (Var w) = if v == w then e else Var w
v e (Ap e0 e1) = Ap (subst v e e0) (subst v e e1)
v e (Lambda x b) = Lambda x (if v == x then b else subst v e b)
v e b = b

arith2 p op a b = Int (op x y)
where
Int x = eval p a
Int y = eval p b
logical2 p op a b = if op x y then true else false
where
Int x = eval p a
Int y = eval p b
true = Lambda "t" $ Lambda "f" $ Var "t"
false = Lambda "t" $ Lambda "f" $ Var "f"
Figure 4: A naive interpreter
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Efficiently interpreting hhi core
The fundamental problem with the interpreter in Figure 4 is that beta reduction
is emulated on top of Haskell instead of utilising the host Haskell system’s support
for beta reduction. What we want to do is take an expression in abstract syntax
and replace its Lambda and Ap constructors with Haskell’s built-in lambda and
application constructs. More concretely, we’d like to write a Haskell function to
take a defintion in abstract syntax such as
("flip", Lambda "f" (Lambda "a" (Lambda "b"
(Ap (Ap (Var "f") (Var "b") (Var "a"))))))
and to return
("flip", Lam (\f -> Lam (\a -> Lam (\b ->
ap (ap f b) a))))
where ap (Lam f) a = f a.
At first sight, the idea seems to fall down: it is not possible to write such a
conversion as a Haskell function. The problem is that the body of a lambda must
do some computation to construct the desired body of the combinator (flip in
this case), and this computation must be done every time the lambda is applied.
So an arbitrary function definition occuring within an input program cannot
have its Lambda and Ap nodes directly converted (by the interpreter) to Haskell
lambdas (Lam) and applications (ap). However, if the function is known statically,
in advance, there is no problem because it can be manually hard-coded into the
interpreter. Now, if only there was a way to turn core expressions into applications
of a fixed set of statically-known combinators then all necessary functions could
be hard-coded. And, of course, thanks to Turner, there is!
Turner’s SK compilation scheme is well documented [7, 8]. Applying it to hhi
core leads to the simple, efficient interpreter shown in Figure 5. Notice that functions are no longer looked up in a list every time they are called. Instead, function
names are linked to their bodies once and for all by link. All of the other efficiency concerns with the interpreter in Figure 4 dissappear now that an explicit
substitution function is unnecessary.
The idea to use SK combinators for interpreting functional programs in functional language is not new. It was realised at least as long as 20 years ago by
Lennart Augustsson in a lazy untyped functional interpreter called Small [9].
(Thanks to Colin Runciman for pointing me to the paper on Small.) I’ve simply
rehabilitated the method to see how well it works in the modern, statically-typed
language, Haskell. Another difference between hhi and Small is that Small interprets itself, bootstraped by a simple reduction machine written in C.
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interp :: Prog -> Exp
interp p = fromJust (lookup "main" bs)
where
bs = prims ++ map (\(f, e) -> (f, link bs e)) p
link bs (Ap f a) = link bs f ! link bs a
link bs (Fun f) = fromJust (lookup f bs)
link bs e = e
infixl 0 !
(Lam f) ! x = f x
prims = let (-->) = (,) in
[ "I" --> (Lam $ \x -> x)
, "K" --> (Lam $ \x -> Lam
, "S" --> (Lam $ \f -> Lam
, "B" --> (Lam $ \f -> Lam
, "C" --> (Lam $ \f -> Lam
, "S’" --> (Lam $ \c -> Lam
c!(f!x)!(g!x))
, "B*" --> (Lam $ \c -> Lam
c!(f!(g!x)))
, "C’" --> (Lam $ \c -> Lam
c!(f!x)!g)
, "ADD_W" --> arith2 (+)
, "EQ_W" --> logical2 (==)
, "LE_W" --> logical2 (<=)
]

$
$
$
$
$

\y
\g
\g
\g
\f

->
->
->
->
->

x)
Lam
Lam
Lam
Lam

$
$
$
$

\x
\x
\x
\g

->
->
->
->

f!x!(g!x))
f!(g!x))
f!x!g)
Lam $ \x ->

$ \f -> Lam $ \g -> Lam $ \x ->
$ \f -> Lam $ \g -> Lam $ \x ->
, "SUB_W" --> arith2 (-)
, "NE_W" --> logical2 (/=)

arith2 op = Lam $ \(Int a) -> Lam $ \(Int b) -> Int (op a b)
logical2 op =
Lam $ \(Int a) -> Lam $ \(Int b) -> if op a b then true else false
true = Lam $ \t -> Lam $ \f -> t
false = Lam $ \t -> Lam $ \f -> f
Figure 5: An efficient interpreter

30

Matthew Naylor: Evaluating Haskell in Haskell

Program Hugs GHCi hhi
Fib
12.3s
4.6s 1.2s
Queens
6.4s
6.3s 4.2s
Sudoku
2.0s
0.9s 1.4s
PermSort
3.0s
2.9s 4.2s
SumPuz
4.1s
3.4s 3.8s
OrdList
4.5s
3.7s 7.1s
Simplifier
2.4s
2.8s 7.2s
Figure 6: Timings of programs running on various Haskell interpreters.

Performance measurements
Timings of hhi, Hugs, and GHCi running a range of benchmark programs are
shown in Table 6.
The fact that hhi performs so well on integer intensive benchmarks (Fib and
Queens) is probably because Yhc removes type-class dictionaries in several cases,
whereas GHCi and Hugs do not. The fairest comparison is OrdList, because it
uses no type classes at all.
The main benchmark that hhi performs poorly on is Simplifier. Simplifier differs
from the other benchmarks in that it uses quite a large algebraic data type (5
constructors) for logical formulae. It would appear that large data types are the
source of the problem.
The public darcs repo for hhi is at:
http://www.cs.york.ac.uk/fp/darcs/hhi/

Avenues for exploration
Turner’s combinators work quite well, but some quick experiments show that the
addition of just a few new ones,
C0 = Lam $ \a -> Lam $ \b -> Lam $ \c -> c!a!b
C1 = Lam $ \a -> Lam $ \b -> Lam $ \c -> c!a
C2 = Lam $ \a -> Lam $ \b -> Lam $ \c -> Lam $ \d -> d!a!b
gives a performance improvement of around 30% in some cases. I tried these combinators because they represent commonly used Jansen-encoded constructors. For
example, C0 encodes pairs and C2 encodes (:). This suggests that new combinators (beyond Turner’s) will aid efficient reduction of Jansen-encoded constructors.
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Avenue 1 (New Combinators). Add new combinators to hhi, and measure the
performance improvement.
A possible sledge-hammer solution would be to write a program that generates
a large number of suitable combinators – see, for example, the interesting work on
director strings by Kennaway [10] and Stoye [11]. Alternatively, data types and
functions from the Prelude could be added directly as combinators to hhi.
Another way to have fun with hhi might be to experiment with Haskell’s evaluation strategy.
Avenue 2 (Strict Haskell). Adjust hhi to do strict evaluation, and compare with
lazy evaluation on some existing Haskell programs.
Redefining application as Lam f ! a = seq a (f a) and adding a few strictness annotations to the Exp data type might work, but it has not yet been tried.
Since case expressions have been turned into function applications, we would have
to take special care not to evaluate all the case alternatives before the case subject.
(Although, it wouldn’t be incorrect to do so, just inefficient for nullary constructors
like True and False.)
Another possibility would be to experiment with new language features in Haskell.
Avenue 3 (Non-determinism). Add a non-deterministic choice operator to Haskell,
(?) :: a -> a -> a
so that the evaluator now delivers zero or more results rather than just one. For
example, evaluating (1?2)+3 would give both 4 and 5 as results.
This feature gives Haskell an evaluation strategy similar to narrowing, as found
in the functional logic language Curry [12]. Unfortunatly, it seems necessary to
adopt a little unsafePerformIO to implement this feature correctly. It is difficult
to add side-effects to the interpreter while maintaining the host implementation’s
support for graph reduction; interp is a pure function, and turning it into a
monadic one looses laziness (either evaluation order or sharing of computations).
The interested reader is encouraged to explore these or other aspects of evaluating Haskell using hhi – it should prove to be a happy playground!
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